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A. SPECIFIC AIMS 


Large-scale healthcare facilities are complex, dynamic, expensive, information-driven socio-technical systems, rendering them difficult to study and optimize by classical model-based, confirmatory analysis approaches. However large amounts of electronic data are routinely generated by clinical and administrative information systems. The proposed research, at the interface between operations research and medical informatics, focuses on development and application of existing and novel Knowledge Discovery in Databases (KDD) and data Visualization (Viz) tools, KDD+Viz in short, as exploratory data analysis methodologies for the study and optimization of clinical processes. The proposed studies will center on time-sensitive clinical processes, hence temporal KDD+Viz. Specifically, we propose to apply KDD+Viz to measure empirical distributions of durations and sequences of micro-processes by inspecting existing timestamped data generated during routine care. Then, in conjunction with process modeling, to identify and quantify material and information bottlenecks and other factors that account for delays and inefficiencies that impede delivery of high quality care. To the degree that the proposed research examines the use of information technology increase efficiency it addresses one of the priority areas of research of the Agency for Healthcare Research and Quality (AHRQ).

Two use-cases will guide research in how to adapt KDD+Viz methods to hospital environments: Community Acquired Pneumonia to Antibiotics Timing, and Clinical Reminder Satisfaction Latency. Clinical processes span a wide range of relevant time scales, from minutes and hours in trauma centers and Emergency Departments (ED), to months and years for outpatient care such as chronic disease management. Selecting use-cases at opposite ends of this time-scale spectrum may give an indication of the relative effectiveness of the proposed methodology across this range. For example, to test sensitivity to data quality, e.g. scope and completeness of relevant timestamped records, temporal resolution of timestamps, and consistency of timestamps versus actual process timing. Thus, a secondary (but antecedent) goal of the proposed research and training is to measure or estimate data quality with respect to suitability to the proposed studies 

Due to resource constraints, most healthcare facilities are operating near or are tending toward capacity limits, to the detriment of safety and efficiency [Reid04]. Hirshorn’s law of systems states that this state of affairs, unfortunately, is stable: as soon as there’s some improvement, e.g. introduction of new technology or process, resource constraints stretch it, a result of creeping economic pressures. An example of this phenomenon and its effect on care quality is described in [Cook05] in the context of workflow in an Emergency Department (ED).  As a result of decreased resource buffers, the elements that comprise clinical processes become tightly coupled across the facility and over time. Events that in a loosely coupled system would be independent of one another can begin to “avalanche” (a term imported from the physics of complex systems) in unpredictable and uncontrollable ways, and can even ”go solid” (a term imported from the nuclear power plant safety domain), a regime displaying intermittent resource bottlenecks, e.g. ED “bed crunch”. Activities in one part of the hospital become dependent on seemingly insignificant events in other areas, decreasing the ability to shift or absorb workload with changing demand, a characteristic of nonlinear interactions in complex systems. The consequences can be significant: degraded services throughput efficiency, reduced decision-making accuracy and compromised patient safety. The authors conclude that patient safety risks are dynamic. They also point out that organizations that cope well with dynamic risk are the ones that closely monitor operating regime, enabling agile and intelligent reaction if the operating point moves towards unstable and unsafe regimes. In general tight coupling and “going solid” are difficult to debug and resist optimization attempts by providers armed only with local knowledge. These considerations suggest that a global (i.e. enterprise-wide), data-driven view of clinical processes is necessary for improvement. 

Managers and policy makers need to understand the degree to which clinical service latencies and associated risk margins are attributable to factors such as material resource constraints versus process organization or suboptimal informatics infrastructure. A working hypothesis, supported by evidence from application domains where KDD+Viz is more established, is that the results of exploratory data analysis, presented directly to clinical specialists and managers in the form of (annotated) statistical or timeline-based graphics (or animations), could be effective in generating questions or hypotheses relevant for process improvement. Thus an overall goal of the proposed research is to challenge the entrenched reliance on confirmatory data analysis as the only suitable approach for studying and optimizing healthcare processes. 

B. BACKGROUND AND SIGNIFICANCE 

The Need for Systems Engineering Tools in Healthcare Research
From a systems perspective, clinical processes in large-scale healthcare organizations are recognized as dynamic, nonlinear, and complex [Cook05], [Jone05], [Latti01], [Mars05], [Reid04]. Complex processes are difficult to optimize without proper quantitative systems engineering tools. A more scientific, data-driven approach is needed to study and identify target areas for process optimization and to derive actual improvement. However, there is relatively little analysis of micro-processes within large-scale healthcare organizations and few persons with the modeling skills and understanding of complex dynamic systems. Exploratory data analysis based on KDD+Viz may help large healthcare organizations leverage its investment in information technology because traditional analysis tools face limitations when applied to complex systems [Ditt04], [Give05] [Hubb03], [Miha02], limiting quality improvement efforts. To attempt to capture and present the complexity of a dynamic, socio-technical system in terms of a handful of parameters, e.g. regression coefficients or significance values maybe be ill advised as those methods tend to compress a great deal of complexity away whether it’s warranted or not.
In 2004 the National Academy of Engineering and the Institute of Medicine published a joint report on improving healthcare quality in the twenty-first century [Reid04]. It recognizes that complexity is the enemy of very high levels of human-systems performance and that a more scientific approach to improvement is needed throughout the healthcare services sector. The report recommends making use of the experience of manufacturing and services industries that have successfully employed systems-engineering tools and concepts to design, control and optimize large, complex operations. Sectors as varied as financial services, communications, transportation, retail, and manufacturing, law enforcement have leveraged information and communication technology and achieved radical performance improvements to meet quality, cost, safety and other objectives. The toolbox includes mathematical modeling, computer simulations and the adoption of increasingly sophisticated statistical and computational tools for pattern discovery and recognition. For example, application of KDD+Viz is increasing rapidly for scientific, engineering and commercial purposes, but its application within the healthcare sector remains rare [Reid04]. This situation is ironic given that "the fundamental currency of health care is information." Overall, informatics infrastructure in healthcare lags other sectors. However, Veterans Administration Healthcare System (VAHS) has been singled, along with a small number of other institutions, out as possessing a well-instrumented and integrated clinical information system: Veterans Health Information Systems and Technology Architecture (VISTA). VAHS’s model of electronic health records has won an award in 2006 sponsored by the Harvard Kennedy School of Government and Council for Excellence in Government. VISTA consists of dozens of clinical and administrative applications linked to a transactional database system via client/server architecture [Brow03]. Thus VAHS facilities are a desirable starting point for applying data-intensive methodologies such as KDD+Viz. 
Strength of Evidence of Retrospective, Observational Study Designs
There is widespread belief that retrospective, observational studies yield weaker evidence than prospective Randomized Controlled Trials (RCT), and observational studies are relegated lower status in the hierarchy of research designs. However, a systematic comparison conducted by [Conc00] (based on meta-analysis of five clinical topics) indicates that the quality of results reported in retrospective observational studies compares favorably or even exceeds those in RCTs as measured by the distribution of descriptive parameters such as clustering of point-estimates across studies for a given clinical topic. In addition, RCTs are problematic because studies of adequate power may be prohibitive whereas observational studies have access to large populations, encounters, and hospital-level transactions. 
Exploratory versus Confirmatory Data Analysis
John Tukey’s pioneering research in the 1970’s first distinguished two complementary forms of quantitative analysis: Exploratory Data Analysis (EDA), where the “data are sacred”, and Confirmatory Data Analysis (CDA), where the “models are sacred” [Brei01], [Bril02]. Classical statistical models and inferential methods widely applied in biomedicine, epidemiology and healthcare research are a form of CDA, and often applied without a preliminary EDA component or subsequent EDA cross-validation. KDD+Viz is a form of EDA. The complexity of socio-technical systems such as clinical processes is reflected in the messiness of the data they generate. Datasets that can be informative for analysis of a given clinical process can come from multiple sources (i.e. clinical information systems), are high dimensional, heterogeneous, and can possess dependencies appearing at various scales due the various types of interactions and factors (e.g., provider-provider, provider-patient, provider-machine interactions, scheduling, uncertainty in a patient’s clinical pathway or diagnosis, complexity of biomedical processes, “going solid”, etc.) In addition, when temporal components in complex systems are considered, they often display serial correlations and are nonstationary. In essence, a system is characterized as complex when interactions cannot be modeled well by only a few factors, as is typically assumed in CDA approaches. Methodology and models encountered in conventional CDA approaches frequently make unwarranted assumptions and can be ill suited for study of such systems [Brei01], [Miha02]. Thus, a secondary goal of the proposed research is to challenge this established approach by presenting results of KDD+Viz analysis process as a set of annotated visualizations directly to co-investigators to leverage their expert knowledge for process improvement. By revealing the detailed structure implicit in the underlying data, rather than compressing it, EDA often suggests hypotheses or questions that investigators might not otherwise think to frame or ask. On the other hand, KDD+Viz is not “out-of-the-box”, but requires algorithmic development. This is an iterative process where analysis of the graphical output at the end of an iteration of development can suggest questions, hypotheses for incremental refinement of the queries or modifications in how data is to be aggregated, transformed or presented. In addition, across application domains, the “data cleaning” stage can often dominate the total KDD development effort [Fayy02].

C. PRELIMINARY STUDIES 

Since Nov 2004, the applicant has been a postdoctoral fellow with 100% research effort on Wireless Internet information System for Medical Response In Disasters (WIISARD) project. WIISARD focuses on development of Internet technologies to enhance healthcare aspects of multi-agency response to mass-casualty events It leverages 802.11-based wireless communication infrastructure to coordinate triage, telemetry, field-treatment, and transport of victims among multiple response agencies. As part of development, WIISARD is periodically deployed in simulated disaster response exercises. Evaluation of these drills suggests parallels between the characteristics of time-critical, group-oriented work processes in this domain, and the aforementioned “going solid” regimes in clinical environments. In particular, the effectiveness of the response effort is sensitive not only to the patterns of intermittent device connectivity when using wireless infrastructure such as WIISARD, but also, even when using classic paper and radio communication, effectiveness can be severely degraded when resources (particularly personnel) are stretched as the response unfolds. Depending on the scale of the event, no individual possesses a complete picture of the situation. In this regime, miscommunication and inconsistent information due to the limited situation awareness are common, causing delays and errors, with consequences for victim healthcare.

The applicant has developed temporal KDD+Viz code libraries in Mathematica (wolfram.com) for visualization of interruptions in system processes (which have a range of causes, e.g., physical-layer interference, network failures, congestion timeouts, client crashes, race conditions, and roaming out of coverage) during those drills as well as to measure the timing of clinically significant events such as remotely managed status updates related to triage, treatment, administration of medications and transport management. These elements are part of a larger quantitative evaluation of WIISARD. By linking measures of clinical performance and information system performance along timelines, we were able to identify critical process faults in this complex and dynamic health care delivery system that would have been too difficult to observe from direct inspection of high-dimensional database logs [Calv06]. 

Specifically, WIISARD is built on client/server architecture. The server interfaces to a transactional database that acts as centralized repository for persistent objects shared among roaming clients (enabled by mesh-networking, field-deployable access points). All changes of state in the underlying object models are traceable via logs in the highly normalized database architecture.  

 The applicant is currently working to generalize these code libraries to parse, structure, and visualize even more complex datasets generated from clinical information systems. A separate aspect of the applicant’s work research on WIISARD concerns development and application of computational statistics methods suitable for analysis (e.g. estimation, filter, classification and clustering) of streaming data, e.g. telemetry from wireless physiological monitors such as pulse-oximeters and geo-aware devices [Wegm03].

D. RESEARCH DESIGN AND METHODS


Knowledge Discovery in Databases and data Visualization (KDD+Viz)
KDD deals with methods and techniques for making sense of data logged by transactional databases and related information systems. This is achieved by appropriately querying, linking, and transforming low-level data that is too voluminous to be digested directly, into more structured forms to reveal patterns that would otherwise remain hidden due to the complexity of the systems under study. Viz is an approach to data analysis that focuses on accurate, computer-generated statistical graphics and related information displays designed to reveal informative events, trends and patterns, taking advantage of our visual perceptual system’s ability to parse complex patterns [Frie00], [Unwi06], [Ware04], [Wilk99]. 

KDD and Viz are emerging at the intersection of a spectrum of disciplines, e.g. computer science and database theory [Fayy02], [Hell02], computational statistics [Brei01], [Keog03], [Give05], [Wegm03], discrete-event dynamical systems [Ditt04], [Mars05], [Peng05], [Rodd02] and cognitive science [Ware04]. Since the goals of KDD and Viz overlap and both are based on computationally intensive, data driven methods, they are often used in conjunction, hence KDD+Viz. Over the past decade KDD+Viz has been successfully applied to a wide range of real-world problems in biomedicine, bioinformatics and healthcare domains [Chit03], [Give05], [Gres02], [Hell02], [Hunt99], [Lin05], [Peng05], [Plai98], [Rao03], [Rodd02], [Ryut03], [vanB06]. Temporal KDD+Viz is a sub-specialty that focuses on temporal relationships among events, either metric (i.e. actual times or time differences among events) or sequential (i.e. order of events), see [Keog03], [Rodd02] for surveys of some issues introduced by the temporal dimension of KDD. 

Viz in particular as a research domain has expanded rapidly in the past decade. There are now academic journals such as Information Visualization, Journal of Computational and Graphical Statistics and IEEE Transactions on Visualization and Computer Graphics that focus partly or wholly on Viz. With respect to the use of Viz for sense-making in application domains such as healthcare research, two types of consumers of Viz may be distinguished: investigators who have detailed knowledge of the underlying domain, model and process, and healthcare providers who stand to benefit directly from the underlying study but are not armed with details of the modeling effort. Graphics tools intended for investigators may be effective even when complex and novel. On the other hand Graphics tools designed for non-experts should use familiar elements and not be exceedingly complex [Chit00]. This aspect will be considered in our research.

The applicant will develop statistical and graphics software in the Mathematica symbolic mathematics application software (wolfram.com) using its custom programming language. Mathematica can connect to databases and SQL queries launched from its front end. Although Mathematica is a proprietary platform, a reader program is publicly available on Wolfram’s web site. All programs, libraries and related tools developed in conjunction with the proposed research and career plans will be publicly available on Internet.
Results of KDD+Viz analysis process will be presented directly to co-investigators and potentially to other clinical specialists and managers as a set of annotated visualizations both informally and in focus groups. Their expert opinion will be solicited to assess the utility of the methodology and specific results toward possible process improvement.
Clinical Process Use-Cases
Clinical specialists based at VA San Diego Health Services R&D have been recruited as co-investigators for this project (see Appendix A, letters of support.) With their assistance, two use-cases have been defined suitable for observational, retrospective studies from electronic data. Preliminary IRB approval has also been obtained these studies, to be conducted at the VA San Diego Healthcare System facility. 

The overall approach is expected to be generalizable to other VAHS facilities or institutions with comparable informatics instrumentation, although the details of the methods would need to be tailored to the workflow patterns, policies, information system architecture and institutional culture.

1. Community Acquired Pneumonia to Antibiotics Timing A core Joint Commission on Accreditation of Healthcare Organizations (JCAHO) standardized measure motivates this use-case: time from arrival of patients with CAP to initial antibiotic administration [Will05]. Guidelines have recommended antibiotic treatment within 4 to 8 hours of arrival. In published observational studies of elderly patients, antibiotic administration within these time windows has been associated with decreased mortality, length-of-stay and readmission, although the benefits are primarily confined to patients who had not received pre-hospital antibiotic treatment [Houc04], [Meeh97]. Because of episodes of heavy workload and other factors, the timing guideline may be difficult to meet. We seek to quantify this variability by estimating the empirical distribution of antibiotics administration timing at the population level, subject to availability of temporally informative electronic records associated with those episodes of care. Further we will extract or estimate the time waypoints of the component micro-processes along CAP clinical pathway and, where available, outcome measures, e.g. mortality, length-of-stay and readmission. Specifically, we will query the following fields, if available: 1) check-in date and time; 2) relevant patient characteristics, e.g., age, gender, risk-class, whether they had been hospitalized within 30 days prior to presentation, and whether they had been treated with antibiotics as outpatients within 30 days prior to presentation; 3) time of initial exam; 4) time when radiographic and other laboratory tests are ordered; 5) time when lab results and radiographic findings became available in Computerized Patient Record System (CPRS); 6) time when antibiotics are dispensed; 7) if admitted, date and time of discharge; 8) readmission for CAP within 30 days following the current episode of care. At the San Diego VAHS Emergency Department, antibiotics are routinely dispensed via the PIXIS medication depot. In this process, providers typically record dispensation as free-text notes in CPRS. PIXIS dispensation also includes a medication barcode-scanning step. In principle both transactions types are timestamped. But it is not clear whether timestamps or free text fields are warehoused by VISN-22. VISN-22 keeps records for the VAHS facilities in its coverage area for a sliding 5-year window. If the temporal information is not available through VISN-22 it may be feasible to query CPRS/VISTA and PIXIS systems. However in that case it is expected that the logs are available for a shorter time window, limiting long-term analysis. For patients admitted, these fields include admission and discharge timestamps. We will develop novel visualizations suitable to highlight correlations (no linear dependence is implied by the term) latent in this dataset, as well as diurnal and seasonal variation. Implicitly, patient identifiers need be queried to link the previously mentioned events. A preliminary aim of this study is to assess extant data and quality. The subject population will consist of patients who present at the San Diego VAHS Emergency Department with symptoms consistent with CAP. This set is not limited to those who are eventually diagnosed with pneumonia, but also includes patients who share the same initial clinical pathway, and hence possibly in contention for the same resources. The visualizations will be developed to take into account missing data, such as missing radiographic findings or antibiotic timestamps, as well as whether patients were previously hospitalized or had received pre-hospital antibiotics.

2. Clinical Reminder Satisfaction Latency This use-case relates to outpatient care. Computerized clinical reminders have been a feature of the CPRS/VISTA system and in continuous use for several years in various clinical settings.  Reminders alert primary care providers when recommended clinical actions need to be taken, e.g. schedule laboratory tests, with the aim of standardizing care of a range of chronic diseases as well as providing timely preventive services [Dema00], [Fung04], [Hyne04]. They embody logic to compare, e.g. current calendar date, patient data including age, gender, vital signs, laboratory results, medications and dates of prior encounters and activities. Providers “satisfy” the reminders by taking appropriate actions and signing them digitally through CPRS. However, reminders are not communicated asynchronously to providers when they are instantiated. Rather, they are presented when providers access the relevant patient records in CPRS, and only in specific pages or views therein; they are typically intended to be read during patient exams. In published randomized controlled studies, reminders have been effective at improving adherence to clinical practice guidelines, but there are challenges to using them as intended [Sale05], and patterns of usage and institutional factors associated with their use in VAHS are not available [Fung04]. From a process point of view, significant time can elapse between the instantiation of a reminder and its eventual satisfaction. To measure this latency, we database records will be obtained that indicate, if available: 1) date of instantiation of reminders and the type of reminder; 2) date when they are satisfied, i.e. signed by the appropriate provider; 3) intervening dates when the associated electronic patient records are accessed or updated; 4) dates of exams or other clinical events relevant to the reminder. These may include prescription dispensation or lab result orders and findings. These timestamps are available in CPRS although it is not clear whether they can be queried directly, and whether they are warehoused by VISN-22. Thus a preliminary aim of this study is to assess and report extant data and quality. From this dataset, we will compute the empirical distribution of latencies. We will develop existing and novel Viz suitable for revealing or highlighting any correlations (no linear dependence is implied by the term) with institutional or process factors, calendar date of reminder instantiation, patient-specific factors, or other potential factors suggested by co-investigators and clinical specialists. 
Potential Limitations of KDD+Viz Methodology
There are limitations to the proposed approach. First, KDD+Viz is largely based on querying, abstracting and analyzing electronic data. Thus, even under optimal data quality, it is a purely information-centric view of clinical processes. Ideally, this approach ought to be complemented by observational or ethnographic studies of the underlying clinical processes. A minimal process model seems necessary, e.g. of patterns of communication, workflow and information system usage. With respect to timestamped data components in particular, such studies are likely necessary to establish whether there are systematic discrepancies between transaction timestamps and actual process times. 

Second, clinical (and administrative) information systems such as VISTA are designed and operated for the exigencies of routine practice, not explicitly to facilitate healthcare research. The complexity of these systems coupled with the difficulty of obtaining documentation for data dictionaries, and their relationship to workflow, or data quality measures, poses challenges. For instance, it is not clear which timestamped fields that are in evidence in the user-interface application of VISTA, called CPRS, are logged and stored in the abstracted, warehoused datasets. This could limit long-term studies. A related problem is that not all relevant clinical data is coded. For example, some provider notes associated with PIXIS medication administration are entered in free text fields. Parsing such notes automatically would require sophisticated Natural Language Processing (NLP) tools in order to deal with common problems e.g., inconsistent vocabulary, synonyms and acronyms and misspelling, negation, out-of-context phrases, etc. Although in principle NLP also falls within the realm of KDD+Viz, the complexity of NLP put is beyond the scope of the research presented here.

Lastly, KDD+Viz is data-driven rather than model-driven methodology. But the development of algorithms employed to transform data to render informative patterns apparent is an active research field. In temporal KDD+Viz these algorithms tend to be highly domain-specific [Keog03]. This suggests the need to adapt these computational tools to the healthcare domain.


Formal and Informal Training Activities
The applicant’s background is in systems and control engineering, and in addition he has experience modeling, simulating and analyzing dynamical systems using computational tools. However, he has little background in clinical informatics. If funded, the bulk of the training will be to address proficiency in applying quantitative analysis methods to healthcare quality improvement. Approximately 20% of the total effort on this planned 3-year fellowship will be on training in each of the first two years. Training will be primarily in the form of matriculated course work, and a range of informal activities, as described below. A tentative schedule is given in Appendix C.
1. COURSEWORK  The applicant will enroll in at least one course per academic quarter (except during Summer), in either regular UCSD graduate curriculum or from the Clinical Research Enhancement Through Supplemental Training (CREST) certificate program at UCSD, which focuses on training to conduct research in clinical environments, including health services research. Specific courses relevant to the proposed research and research objective include (subject to availability and scheduling constraints)

(UCSD) Mathematical Statistics. This course offered by the Mathematics Department provides a  treatment nonparametric tests, regression, density estimation, and computational statistical methods such as bootstrap and jackknife. 
(UCSD) Machine Learning. This course covers a wide range of techniques used to allow computers to learn directly from experience with their environment rather than requiring programming by humans. The survey spans high- and low-level learning techniques and theoretical models that allow these various techniques to be compared.
(UCSD) Learning Theory I. This course covers a broad range of supervised and unsupervised learning theory including linear and nonlinear methods, probabilistic, statistical and geometric methods. 

(UCSD) Probabilistic Methods in AI. This course covers probabilistic networks, inference, learning, clustering, dimensionality reduction methods, time series modeling and reinforcement learning. 
(CREST) Patient Oriented Research I. This course covers the origin and scientific basis of hypothesis generation and formulation, and validity of inference; classification of clinical research; objectives and characteristics of measurements in POR; fundamental of clinical trials; statistical issues in clinical trials; selecting and measuring outcomes; complex trial design. The focus of the proposed research is on healthcare services process improvement, and so does not deal directly with POR. However, clinicians in work process studies can be considered analogous to patients. For instance, human subjects and outcomes measurement issues remain relevant.

(CREST) Health Services Research. This course cover evidence-based medicine; survey research; types and characteristics of costs, including data collection costs; principles of qualitative research; quality of life measurements and patient preferences; levels of evidence; theoretical foundations, assumptions and practical overview of cost-effectiveness. As such it is directly relevant to the proposed research.

(CREST) Applied Quantitative Research. Although topics in this course have yet to be announced, there is apparent overlap between the title and the scope of proposed research.

2. INFORMAL TRAINING Informal training will include participation in VAHS quality improvement committees, mentorship by quality improvement teams, participation in seminars and attendance of national scientific meetings, including American Medical Informatics Association, the Society for Medical Decision Making, Academy Health and the annual HSRD meeting. The applicant will also attend cyber-seminars and participate in relevant local and national VAHS programs that provide training in understanding of clinical information systems, their data dictionaries and schemas, and methodology for data quality assessment and measurement issues.

E. HUMAN SUBJECTS RESEARCH

Protection of Human Subjects

1. RISKS TO THE SUBJECTS

a. Human Subjects Involvement and Characteristics The proposed project is an observational study of secondary data, i.e., data already collected during routine care. There will be no interaction with human subjects and no interventions, but Private Information including Individually Identifiable Private Information (IIPI), will be obtained as part of the KDD analysis process. Preliminary IRB approval has been obtained (protocol #061279X) pending minor technical revisions to the research plan, for conducting the proposed studies, at VASDHS. 

b. Sources of Materials Material for the proposed studies will consist of existing healthcare records and operations-related logs generated from clinical and administrative information systems during routine care. The maximum range of timestamps associated with the records is from December 1, 2002 to December 1, 2006, subject to availability and accessibility of associated logs. Examples of such information systems at the VAHS include the VISTA/CPRS system and the PIXIS medication dispensation system used in the VASDHS ED. If relevant, additional records may be obtained from abstracted datasets maintained by the VAHS regional VISN-22 (Desert Pacific Network) data-warehousing center. The focus of the research is on operations data rather than patient data. Due to the high level of abstraction of datasets warehoused by the VAHS’s national Austin Automation Center, it is unlikely that records there will be useful for analysis. The investigator (applicant) will obtain and maintain a research database containing the queried records and will be responsible for appropriately coding IIPI.

c. Potential Risks As described elsewhere in this proposal, the core components of the research are structured as retrospective, observational studies. Only secondary data derived from existing records collected during routine care will be obtained, although informal observation of clinical processes will inform the modeling effort needed for analysis of those records. The only risk posed is minimal: potential disclosure of IIPI. A plan for minimizing this risk is outlined below. Specifically, in addition to patient identifiers needed for linkage, timestamped data fields constitute IIPI since timestamps are (typically) accurate to the hour or minute. These transaction events could be correlated with other health records, from which, in principle, patient identity could be inferred. However, the likelihood of this is small. It is not feasible to conduct this project without a waiver of consent and HIPAA/Privacy Act for research uses of IIPI due to the focus of this study on detailed temporally informative data. It is also not technically warranted to shift or randomize the timestamps for the following reasons: 1) a global shift of all timestamped events by a constant amount, e.g. 48 hours, is a trivially invertible operation; 2) shifting or randomizing only a subset of events could destroy the sequential or metric structure that we wish to measure; 3) it may be informative to correlate the event time of occurrence and duration of the processes of interest with respect to a fixed, absolute time reference frame, e.g. diurnal, weekly, monthly or seasonal cycles, e.g., clinic workload on Thursdays are typically higher than on Saturdays, and this is likely to affect process durations.
2. ADEQUACY OF PROTECTION AGAINST RISK

a. Recruitment and Informed Consent As detailed in Potential Risks section, it is not technically feasible to conduct this study without the privilege of extracting IIPI. Given the time constraints and expected resources devoted to this project, it’s not feasible to obtain consent from individuals referenced in the relevant electronic records. Thus we have appealed for and obtained waiver of informed consent. The HIPAA and Common Rule Compliance Checklist for medical records review studies was submitted as part of the research plan. Justification for the relevant criteria described in the waiver is given in the Risk Management Procedures section.

b. Protection against Risk The applicant is the study coordinator for this project and will take every precaution to minimize the potential risks of accidental and improper disclosure of IIPI. All data extracted for this study will be used for research only, and destroyed upon completion of the study. IIPI will not be re-used or disclosed for other purposes. Records that contain data fields such as internal patient identifiers that are only necessary for linkage in the KDD phase will be coded. The coded datasets will then be used for subsequent analysis. Database queries will be initiated from VA-owned computers located on the VAHS clinical intranet in San Diego VAHS Building 13, 2nd floor, or, if feasible, from VA-owned desktop computer in the applicant’s office, Room 206b in building 13. Subsequently, data will be transferred to the applicant’s office computer for storage and analysis. Because of the expected large size of database query outputs, we will back up datasets to optical media. These CDs will be stored in a secured cabinet in the applicant’s office and destroyed upon completion of the study. Building 13 and office 206b themselves are secure. No datasets extracted for this project will be removed from the premises, e.g. copied on laptop computers or transmitted via Internet. No attempt will be made to correlate data latent in the queried datasets with other clinical or administrative records.  No other IIPI will be used in the study, i.e. patient names, addresses, phone numbers and other contact information, social security numbers, demographic information such as detailed geographical location or address; dates of birth, contact information such as telephone & fax numbers, email addresses and internet uniform resource locators (URLs) or IP addresses; social security numbers; health plan beneficiary numbers; vehicle identifiers and serial or license plate numbers; device identifiers; biometric identifiers such as photographs or finger- or voice- prints; any other characteristics or code.
3. POTENTIAL BENEFITS OF THE PROPOSED RESEARCH TO THE SUBJECTS AND OTHERS

There will be no direct benefits to individual subjects referenced in the datasets to be analyzed. However, the results of the study will help clinical managers and providers understand the degree of variability in timing in the processes selected for analysis. When properly constructed, data visualization in the form of graphics is effective in highlighting patterns and dependencies latent in complex, heterogeneous, time-dependent datasets. It is likely that the KDD+Viz methodology will help in hypothesis formulation and model selection for subsequent analysis or will directly suggest avenues of exploration for process improvement. Secondly, the study will help assess the scope and internal consistency of timestamped data vis-à-vis the use-cases under consideration. The clinical significance of these use-cases outlined in Design and Methods.

4. IMPORTANCE OF THE KNOWLEDGE TO BE GAINED

It’s reasonable that the expected benefits outweigh the expected risks, given that the study, being non-interventional, introduces no health risks. The only risks are disclosure of PHI and planned procedures for mitigating this risk seem sound. Thus, qualitatively, the risk/benefit ratio seems very favorable for undertaking this study.

Inclusion of Women and Minorities


The proposed research focuses on patterns of usage associated with clinical processes (as described in the use-case descriptions) based on existing records collected during routine care, rather than on particular diseases or conditions. Observation of IIPI is necessary primarily for the purpose of linking and sequencing episodes of care through the clinical pathway. There are no inclusion or exclusion criteria pertaining to age, gender, race or ethnicity and the proposed methodology is not likely to be sensitive to the actual distributions of these categories. However it may turn out that those factors could be correlated with specific patterns of usage and thus relevant for improvement efforts, thus preliminary enrollment estimates are given.

The following figures, circulated in a memorandum within the R&D unit where the applicant is based, reflect inpatient and outpatient population levels at VASDHS in fiscal year 2006 by race, ethnicity and gender (the male population was imputed from the female percentage; note that the percentages in the ethnic/race groups do not add up to unity and that the ethnic/race figures are inconsistent with the recorded figures based on gender.)



Black



5475

13.5%



American Indian
499


1.2%

Asian



2666

6.6%


Hispanic


4220

10.4%



Pacific Islander

651


1.6%


Caucasian


28289

69.6%



--------------------------------------------------------------



Computed total

41800

102.9%




Male



48942

88.3%



Female



6485

11.7%

--------------------------------------------------------------



Computed total

55427

100%
Although the proposed study aims to query records at the population-level rather than sample-level, and over a maximum horizon of five years, a number of factors will reduce the actual number of subjects observed far below the values quoted above. For example, in the Community Acquired Pneumonia to Antibiotics Timing use-case, only a small fraction of the VASDHS population was treated for Pneumonia and related conditions in the ED. Similarly, the Clinical Reminder Satisfaction Latency use-case concerns outpatient only. Further, that study will focus only on reminders (to be determined) associated with time-sensitive clinical processes. In the absence of additional reliable information, we postulate that we will observe records associated with 10% of the total population based on the gender data, or approximately 5,000 subjects representing the combined enrollment for both use-cases. The Targeted/Planned Enrollment Table is then populated based on the percentages given above but scaled uniformly to add up to unity, i.e. Black = 13.12%, American Indian = 1.17% and so on. 
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